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1. Introduction 

Many Java programmers think that since there is a built-in garbage collector running behind 

the scene, they do not have to worry about the problem of memory leaks. This is only half 

true. There are two sources of memory leaks, namely lost objects and useless object [9]. Both 

of them are heap-allocated objects. Lost objects are those that a program discards and 

subsequently become unreachable whereas useless objects are referenced, possibly 

unwittingly, by a program but never get used again. The garbage collector of Java virtual 

machine (JVM) can recover only the memory space occupied by lost objects, but not useless 

objects. 

A quick review of the standard garbage collection process reveals the imperfect nature of 

automatic garbage collection in Java. Essentially, a garbage collector first determines which 

objects in the heap memory are still in use, namely live objects, and then discards all 

remaining objects. To identify which objects are in use, the collector relies on reference 

tracing. It starts from a particular set of persistent objects, called root set, of a program and 

follows all references in these objects to other presumably live objects. This process of 

reference tracing is repeated until all references emanating from live objects have been traced. 

Any objects that are not reachable via the tracing process are considered lost, and will be 

eligible for garbage collection. Herein lies the problem: a live object may contain a reference 

to an object which will not be used by the program any more. This useless object will then be 

reachable from the root set and hence will not be garbage collected. 
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In other words, Java memory leaks are reachable objects that persist beyond their useful 

lifetime. These objects are also called loitering objects [8]. They should be reclaimed, but 

they persist because there are still some live objects retaining unwanted references to them. 

Figure 1 demonstrates a common scenario of creating loitering objects in Java. Therein an 

object of class B is created and referenced by a persistent object of class A (line 03), in 

addition to its standard reference, b (line 06). Although the standard reference to the B object 

is nullified later (line 08), the unwanted reference from the A object stops the B object from 

being reclaimed by the garbage collector. In addition, any useless objects reachable from the 

B object via field references will also be retained in memory. If such B objects proliferate 

repetitively in a program, there will be a large amount of loitering objects and finally lead to 

an OutOfMemoryError. 

 

 00  // Assuming that class A’s object are long lived 

 01   class B { 

 02      public B() { 

 03         A.put( this ); // creates a reference linked to b 

 04      } 

 05      public static void main( String [] args ) { 

 06         B b = new B(); 

 07         // do stuff with b 

 08         b = null; // leaked if no A.remove( b ) called 

 09      } 

 10   } 

Fig. 1. An example of creating a loitering object in Java. 

 



7 

 

Recently, the problem of Java memory leaks has attracted the attention of academic 

researchers. In addition to many commercial profiling tools, researchers have invented some 

novel tools to assist Java programmers in identifying loitering objects in their programs 

[9][17][11][10]. As far as we know, except [9], all these tools work by digging out 

information about loitering objects from the heap using the profiling API of the underlying 

JVM. Moreover, some of the JVM’s are specially made and equipped with particular facilities 

for memory management. Here we would like to present a different approach to this problem 

using the code instrumentation facility of AspectJ [5], an aspect-oriented programming 

language based on Java. The basic idea is quite simple: using the constructor call and field set 

join points of AspectJ, we can easily develop an aspect and integrate it into a target program 

to monitor all the activities of object construction and reference linking occurred during its 

execution. Indeed, such an aspect forms the basis of a lightweight tool called FindLeaks, 

which we have been developing in the past year. 

Like other tools, FindLeaks helps Java programmers to identify loitering objects. But it 

achieves the goal by providing higher-level information such as a set of statistics about object 

construction and object destruction for each class in a Java program, not just the number of 

live objects remained on the heap during a program’s execution. Moreover, what makes 

FindLeaks special is that it also points out where in the source code the unwanted references 

were created. In our experience, knowing which objects are possibly leaked and which other 

objects they are linked to via a reference graph may not be good enough for a programmer to 

locate the sources of unwanted references and fix the problems. However, if also given the 

line numbers of source code where those references were created, programmers will have a 

much better idea about what went wrong and how to fix them. This kind of source-level 
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information is not kept by the profiling API, and thus cannot be supplied directly by 

profiling-based tools. Yet it is easily obtainable through AspectJ’s join point API. Moreover, 

FindLeaks works on any standard JVM, without having to require any special profiling API. 

This paper describes the design and implementation of FindLeaks and reports our 

experience with this tool in locating memory leaks in a few open source Java software. The 

rest of this paper is organized as follows. Section 2 presents the technical background of the 

aspect-based instrumentation and AspectJ. Section 3 describes the design and implementation 

of FindLeaks. Section 4 reports our experimental results with FindLeaks. Section 5 describes 

related work. Section 6 concludes and describes future work. 


