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SELECTING BAYSIAN-NETWORK MODELS BASED ON
SIMULATED EXPECTATION

Chao-Lin Liu∗

Identifying the best network structure from a myriad of candidates is not an easy
task, and we propose a supervised learning method for this task. We test the idea
with an instance of learning student models from students’ responses to test items, be-
cause student models are very important for intelligent tutoring systems. The training
data for the classifiers were simulated based on the expectation about students’ item
responses when students learn in different ways, and the trained classifier was used
to select the model from the list of candidate models based on the observed item re-
sponses. Experimental results indicate that, even when item responses do not faithfully
reflect students’ competence in the concepts, our classifiers still help us differentiate
very similar models with indirect observations.

1. Introduction

A simple exercise for students who are learning the modeling techniques is to find the
distribution over the height of a population. A common strategy for solving such an exer-
cise is to assume a Gaussian distribution and set out to find the mean and variance for the
underlying distribution. The assumption is not arbitrary because many statistics for nat-
ural phenomena conform to the Gaussian distribution. The experience-based expectation
helps us simplify the problem of model selection by confining the search space to the class
of Gaussian distributions. We should be able to employ a similar idea to the problem of
selecting Bayesian networks in the model selection task. To examine the applicability of
this idea, we attempt to tackle a student modeling problem in this paper.

Furnishing appropriate educational material at appropriate timings is important in
educational activities. Teachers, utilizing their professional knowledge and experience,
may judge the timing, choose the material, and provide individualized guidance when
they interact directly with their students. When building intelligent tutoring systems,
we attempt to capture and express the professional knowledge and experience in both
student and teacher models so that the resulting products can assist students’ learning
when teachers are not immediately available.

Building good models of teachers and students is not a simple task. It takes a lot of
training for an ordinary person to become a qualified teacher, and it takes even more
time and costs for a novice teacher to turn experienced. On the other hand, students
vary in a wide range of ways. They differ in their competence and in their interests, for
instance; and the needs for the same student may also change over time. As a result,
it demands plenty of effort to build computational models of teachers and students, so

Key Words and Phrases: Student Modeling, Intelligent Tutoring, Learning Bayesian Networks, Model

Selection, Computational Cognition, Causal Modeling, Supervised Learning

∗ Department of Computer Science, National Chengchi University, Wen-Shan, Taipei 11605, Taiwan.

E-mail: chaolin@nccu.edu.tw



2 C.-L. Liu

different research projects focus on diverse aspects of students when they discuss student
modeling.

In this paper, we discuss an application of supervised learning methods for selecting
candidate Bayesian networks, and test the idea with the problems of modeling how stu-
dents learn composite concepts. We assume that there are test items which are designed
to test the competence in related concepts. We also assume the availability of students’
responses to these test items, and use the item responses to select the best model from the
candidate models that are provided by domain experts. The domain experts do not need
to provide the class tags for students’ data as in most supervised learning. Instead, the
domain experts specify the structures and ranges of parameters for the candidate mod-
els, with which we create simulated data based on the candidate models, and use these
simulated data and their class tags to select the candidate model that fits students’ item
responses.

Experience shows that students’ external behaviors do not necessarily reflect their in-
ternal states. In educational assessment problems, students may fail to answer some test
items correctly when they are competent in the concepts that are being tested, and, con-
versely, student may answer correctly just because of lucky guesses when they are not
competent (e.g., VanLehn et al., 1994; Millán & Pérez-de-la-Cruz, 2002). We will refer
to the former cases, slip, and the latter cases, guess, in this paper. We employ Bayesian
networks (Pearl, 1988; Jensen & Nielsen, 2007) to capture this uncertain relationship
between students’ competence in concepts and their responses to test items.

To acquire composite concepts, students need to combine their knowledge about two
or more other concepts to form the new concept. These “other” concepts can be basic
concepts or composite concepts. For instance, to add two fractions that have different de-
nominators, we have to convert these fractions to have a common denominator and then
add the numerators. To convert the original fractions to have a common denominator,
students need to comprehend the concept about common multiples which is based on a
more fundamental concept— the concept about multiples. Hence, the concepts about mul-
tiples, common multiples, making fractions to have a common denominator, and adding
two fractions with a common denominator are needed to add two fractions that have
different denominators.

Although we may list the prerequisites for composite concepts, we are wondering how
students manage to combine the prerequisite concepts to form a higher level concept (Gierl
et al., 2007). Let A, B, C, and D represent four basic concepts for learning a composite
concept ABCD. How do we know whether students learn ABCD by directly combining
all of these basic concepts into the composite concept, or whether they first combine A
and B into an intermediate product (say a composite concept AB), combine C and D into
another intermediate product (say CD), and then learn ABCD by combining AB and CD?

Before attempting to answer this question, we look into two relevant questions. Are
these more detailed models beneficial for the design of intelligent tutoring systems?
Wouldn’t the professional teachers provide detailed models directly? We cannot bene-
fit from using a detailed student model if we cannot take appropriate actions when we
know the values of some variables in the model (Mislevy & Gitomer, 1996). The introduc-
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tion of the intermediate variables might improve the efficiency of conducting inferences
with computational models, i.e., the evaluation of Bayesian networks, but the existence of
these variables does not directly improve the quality of educational advises an intelligent
tutoring system may produce.

There is positive evidence to the first question. Carmona et al. (2005) showed that they
improved the efficiency of an adaptive testing procedure by introducing appropriate pre-
requisite relationships into a multi-layered Bayesian network. Hence, using more detailed
models may be helpful for intelligent tutoring systems, though there are more thorough
discussions about this point in the literature (Sleeman, 1989; Nichols et al., 1995; Leighton
& Gierl, 2007).

The answers to the second question depend on the level of details of the models that
we are concerning. It is not uncommon that professional teachers provide some high level
information about the student models, and we apply computational techniques to acquire
the parameters for the abstract models. This is the case when we obtain the parameters for
models that are recommended or constructed based on the Item Response Theory (van der
Linden & Hambleton, 1997) and when we learn the conditional probability distributions
for student models that employ Bayesian networks (Mislevy et al., 1999). Hence, there
is no doubt that professionals can help and should participate in the model construction
process.

Despite that professionals may provide the abstract models for intelligent tutoring
systems, some researchers have tried to explore the possibility of using computational
techniques to learn the models from students’ records. Computational techniques are ap-
plicable not only for estimating the parameters and implementing the models that are
specified by professional teachers but also for helping the professional teachers to find the
best models. Computational techniques can become instrumental for model construction,
for instance, when there is no professional information available or when the professionals
can apply the computational techniques to compare the fitness of alternative models.

Vomlel (2004) applied the techniques for learning Bayesian networks (Heckerman, 1999;
Jordan, 1999; Neapolitan, 2003) to obtain an initial Bayesian network from students’
records, augmented the network with additional variables based on certain principles that
experts provided, and compared the effectiveness of using the resulting networks in as-
sessment tasks. Desmarais et al. (2006) noticed the resulting complexity of considering
hidden variables in learning Bayesian networks, and chose to learn networks that included
only observable variables. Because the learned structures consist mainly of nodes for test
items, they are called item-to-item knowledge structures.

The nature of the study reported in this paper is related to but different from Vomlel’s
and Desmarais’ research. Since we set out to find the relationships between the nodes
that represent the competence levels in concepts, we must accept the existence of these
non-observable nodes in the Bayesian network. Therefore, we are looking for the network
structures that include a mixture of observable and unobservable variables, and these
variables are only probabilistically related. We do not have to find unknown variables as
Vomlel did, and, at the same time, we consider variables that are not directly observable,
which Desmariais excluded.
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We explore a new venue for model construction with machine learning techniques in this
paper. We do not completely rely on machine learning techniques, nor do we completely
depend on perfectly specified information about the models. We assume that teachers can
provide partial specification about the students and that the teachers would like to find
the best possible student model from a set of candidate models. To solve this problem, we
apply the partial specification about the students and the candidate models to generate
data of simulated students. Then, we compare the simulated data and the records of real
students. The candidate model that is used to generate the best matching simulated data
is chosen to be the model for the real students. Due to the explorative nature of this
study, we use simulated data in place of real data about students as well.

We compare the effects of using the proposed method and a heuristic method, and ex-
perimental results show that the proposed method can perform very well and outperform
the heuristic method significantly, when the quality of the partial specification about the
students is reasonably well. Since the quality of the partial specification is controlled by
the professional teachers who we may consult, it should be reasonable to trust the quality
of the provided information. In later sections, we will discuss more thoroughly about the
experimental results and deliberate on some limitations of the proposed methods.

In Section 2, we provide technical definitions and background information about this
research. We also explain how we generate the data for simulated students. In Section 3,
we illustrate our ideas with simple examples and analyze the complexity of this research
problem. In Section 4, we delineate our approach for finding the student models. In
Section 5, we present experimental procedures, results, and analyses. In Section 6, we
discuss the experimental results, and in Section 7, we list some related research work and
limitations of the presented results.

2. Definitions, Formulation, and Simulation

We assume that we have a set of concepts that are involved in the study and that we
have a set of test items that are designed for evaluating students’ competence in each of
these concepts. Let Ψ = {C1, C2, · · · , Ci, · · · , Cγ} denote the set of concepts, where Ci

is the i-th concept, and let Ii denote the set of test items for Ci. Some of the concepts
in Ψ are composite, and some are basic. In this paper, we use single letters to denote
basic concepts and a sequence of concatenated letters to denote composite concepts. We
call the direct prerequisite concept of a composite concept the parent concepts of the
composite concept, and, for convenience, the concepts for which the test items are de-
signed for are also called the parent concepts of the test items. As we have explained in
Section 1, students may directly or indirectly integrate their knowledge about the basic
concepts to become competent in the composite concept. Hence, both basic concepts and
composite concepts can serve as parent concepts. For instance, if students learn ABCD
directly from AB, C, and D, then AB, C, and D are, but A and B are not, the parent
concepts of ABCD.

Testing is a common way to peek into the competence levels of students, so we employ
students’ responses to test items to guess how they learn composite concepts. To simplify
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Figure 1: (partial) Bayesian networks for (a) AB∼C∼D (b) A∼B∼C∼D

the presentation, we call a possible way of learning a composite concept a learning pat-
tern, and we connect the names of the parent concepts of a composite concept with a tilde
(“∼”) to refer to a particular learning pattern for the composite concept. For instance,
we use AB∼C∼D to represent the situation in which students directly integrate AB, C,
and D to learn ABCD. We assume that students respond to all of the test items that are
designed to assess the competence of the concepts in the study, and we use these item
responses to select the most possible learning patterns in question.

2.1 Formulating Learning Patterns with Bayesian Networks

We use a node to represent the competence level of a concept and a node to represent
the correctness of a student’s response to a test item. We call these nodes concept nodes
and item nodes, respectively, for simplicity. When there is no risk of confusion, we use
the name of the concepts for the names of their nodes. Names for the item nodes have
the format iNj : i denoting an item, N representing the name of the parent concept of
the test item, and j carrying the identification code for this item. In the current study,
both concept nodes and item nodes are Boolean.

Although the directions of links in Bayesian networks do not necessarily suggest the
causal directions (Glymour & Cooper, 1999), we follow the recommendations stated in
(Russell & Norvig, 2003) to achieve simpler network structures. Since the competence
level of a concept directly influences whether students answer correctly to the test items
for this concept, we make the node for Ci the parent node for nodes that represent test
items in Ii in the Bayesian network. Based on our definition of the parent concepts, we
add links to the node for a composite concept from the nodes for its parent concepts.

Figure 1(a) shows a partial Bayesian network that carries the belief that the parent
concepts of ABCD are AB and CD. Nodes iA1 and iA2 represent the correctness of stu-
dents’ responses to two test items for concept A. In this network, we do not show item
nodes for all of the concepts to maintain the readability of the network. Figure 1(b) shows
a Bayesian network that carries the belief that the parent concepts of ABCD are A, B, C,
and D. These are the two cases for learning the addition of fractions in Section 1.

2.2 Representing Competence Patterns with GC Matrices

Students’ item responses should relate to their competence levels in concepts. We as-
sume that students have different competence patterns over the concepts in Ψ, and
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Table 1: A GC matrix with only two types of students

group A B C D AB AC AD BC BD CD ABC ABD ACD BCD ABCD

g1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1

g2 1 1 0 1 1 1 0 0 0 1 1 1 1 0 1

adopt matrices to represent the competence patterns of students who belong to different
types. Because the format is similar to the Q matrices that Tatsuoka (1983, 1995) used
to encode the relationships between the test items and the tested concepts, we name our
matrices as GC matrices.

Table 1 shows a GC matrix that specifies competence patterns for only two types of
students. The leftmost column shows the names of the types, and the headings of other
columns show the names of concepts. The semantics of the contents of the cells depend on
whether the concepts are basic or composite. Let qi,j denote the cell at the intersection
of i-th row and j-th column in a GC matrix. If qi,j is 1 and the heading of the j-th
column is a basic concept, then the i-th type of student is competent in the basic concept
with a high probability. If qi,j is 1 and the heading of the j-th column is a composite
concept, then the i-th type of student is competent in integrating the parent concepts of
the composite concept with a high probability. In both cases, a “0” in the cells suggests a
low probability. Note that, when the column heading is a composite concept, a “1” in the
cell does not imply that the corresponding type of students is competent in the composite
concept. This type of students may not be competent in the composite concept, if they
lack the competence in the parent concepts. (In other words, a “1” for basic concepts rep-
resents competence, but a “1” for composite concepts denotes just the ability to integrate
parent concepts.) The contents of our GC matrices are related both the rule nodes and
the rule application nodes that Martin and VanLehn (1995) defined. We will discuss how
we control the ranges of the probability values in Section 2.3.

Without considering the uncertain factors such as guess and slip, the students of the
first type in Table 1 are competent in all of the concepts. The students of the second
type lack competence in some concepts. Since the composite concepts that involve only
two basic concepts must be learned directly from the basic concept, we can infer the com-
petence levels of students based on the information in a GC matrix. Therefore, we can
infer that students of the second type will not be competent in AC because they lack the
competence in C, although they are competent in integrating the parent concepts of AC.

Note that the contents of GC matrices do not provide sufficient information for us to
infer whether a student is competent in composite concept that involves three or more
basic concepts. A “1” for a composite concept that covers three or more basic concepts
just indicates that typical students of that group are competent of integrating the parent
concepts of that composite concept. Whether typical students of that group are really
competent in the composite concept depends on whether the students are competent in
the required parent concepts. Take the type g2 in Table 1 for instance. Although this
type of students is competent in integrating the parent concepts of ABC with a high prob-
ability, the students will be competent in ABC with a low probability because they are
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Figure 2: A partial network for the case of learning ABCD with ABC∼D

not competent in C with a high probability. In contrast, we cannot tell whether students
of g2 are competent or incompetent in ABD. We need the GC matrix and the learning
patterns for this task. Had we known that the parent concepts of ABD were AD and B,
then we would be able to tell that students of g2 would have a low probability of being
competent in ABD. Had we known that the parent concepts of ABD were AB and D,
then we would be able to tell that students of g2 would have a high probability of being
competent in ABD. The GC matrix alone does not provide complete information about
whether a student is competent in ABD.

We employ a special node, the group node, to represent types of students in a Bayesian
network. The group node can take on any value that represents a type of student in the
study, i.e., g1 or g2. Since students’ competence in concepts must be influenced by their
types, there is a link from the group node to every concept node. We allow a student to
perform differently from the stereotypical behavior of the student’s group, and control the
probability of such a deviation by a simulation parameter, β, that is explained in the next
subsection.

2.3 The Simulator

We employ the simulator that was invented for a previous work on student classifi-
cation, so we will not explain the functions of the simulator in great detail. Interested
readers are referred to (Liu, 2005).

The simulator takes as input a Bayesian network structure, a GC matrix, and two con-
trolled parameters to produce item responses of a selected number of students. We must
create the conditional probability tables (CPTs) for every node in the Bayesian network
to make it functioning. There are three types of nodes in our Bayesian networks: the node
that represents types of students (called the group node, henceforth), the concept nodes,
and the item nodes.

Figure 2 shows a network structure for representing a possible way of learning ABCD
(i.e., ABC∼D). The structure only shows the group node, the concept nodes, and two item
nodes to maintain the clarity of the network. Not all of the item nodes are included, and
the links from the group node to the composite nodes are not shown either. The structure
of Figure 2 is employed in our experiments to examine the feasibility of the proposed
method for model selection, and we do not have a specific interpretation for the concept
nodes in the network.
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We can simulate any prior distributions for the group node. At this moment, we as-
sume that a student can belong to any of the types in the given GC matrix with equal
probabilities. We employ the noisy-and models (Pearl, 1988) for the CPTs of the nodes
for composite concepts. The CPTs for the item nodes and the concept nodes for basic
concepts have only one parent node, so it is simple to create CPTs for these nodes based
on the values of the controlled parameters that we explain next.

The first controlled parameter, α, confines the range of the probabilities of guess and
slip. For instance, if we set α to 0.1, the probability of observing guess and slip will be
between [0, 0.1]. The actual probability is chosen with a random number generator that
selects a number from the uniform distribution between 0 and α. The second controlled
parameter, β, controls the range of the probability of a student’s performance deviating
from the competence pattern of the type that s/he belongs to (Tatsuoka & Tatsuoka, 1997;
Table 2). It works in ways that are similar to how the value of α affects the probability of
observing guess and slip. For instance, if we set β to 0.2, a student may deviate from the
standard competence pattern with a probability that is chosen uniformly from the range
[0, 0.2]. Note that, although the values of α and β influence the item response pattern of
a simulated student, α and β carry different semantics, and their co-existence allows us
to control the uncertainty of different sources. The actual values in the CPTs of all of the
concept nodes and the item nodes are computed based on the samples that are sampled
independently from the specified ranges.

After constructing the CPTs for all of the nodes in the Bayesian network, we can com-
pute the conditional probability of answering to a test item correctly given a student type,
and use this information to simulate whether a student actually answer correctly or in-
correctly with a simple Monte-Carlo method. For instance, assume that we evaluate the
Bayesian network and find that Pr(iABC1 = correct|group = g2 ) is equal to 0.6. Since
a student must respond to a test item either correctly or incorrectly in our current study,
we sample uniformly a number from the range [0, 1], and determine that a particular
student responds to iABC1 correctly if this random number is less or equal to 0.6. If
this random number is larger than 0.6, we will determine that this student fails to answer
correctly. More importantly, we sample a new random number for each test item and for
each simulated student, so the simulated results are independent among all of the test
items and among all of the students.

3. Motivating Examples and Problem Complexity

Given a GC matrix, the values of α and β, and a network structure, we can simu-
late the item responses for a population of students. To examine the applicability of a
machine-learning method, we may then try to recover the network structure by using the
simulated data as the input for an algorithm for structure learning.

In this example, we consider only three basic concepts (cA, cB, and cC ) and four com-
posite concepts (dAB, dBC, dCA, and dABC ). Table 2 shows the GC matrix with which
we generated the item responses for 10000 simulated students. In this illustrative example,
we used the AB∼C pattern (shown in Figure 3), and set both α and β to 0.1. With the
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Figure 3: A complete network for the case of learning ABC with AB∼C

Table 2: A GC matrix for the current experiments

group A B C AB BC AC ABC group A B C AB BC AC ABC

g1 1 1 1 1 1 1 1 g5 1 1 1 1 0 0 1

g2 1 1 1 1 1 0 1 g6 1 1 1 0 1 0 1

g3 1 1 1 0 1 1 1 g7 1 1 1 0 0 1 1

g4 1 1 1 1 0 1 1 g8 1 1 1 0 0 0 1

item responses created under this setting, we applied the PC algorithm implemented in
Hugin (http://www.hugin.com) to learn the structure of the original network. We manip-
ulated the information available to the PC algorithm to emulate the situations of whether
we have non-observable data in the input data to the algorithm. The first obvious choice
is to provide complete information about all the nodes to the learning algorithm; and the
second is to provide only the information that is truly observable. Namely, in the second
alternative, we provided only the information about the item responses. In a normal sit-
uation, without human intervention or tagging, we do not know the states of the group
node and the nodes for the competence, i.e., AB, BC, AC and ABC.

Figure 4 shows the network structures that the PC algorithm inferred from the test
data. (The nodes were relocated for readability from the network that was generated by
Hugin. We attempted to minimize the intersection of links and to move nodes of similar
nature close to each other.) We obtained part (a), when we used the complete information,
and part (b), when used only the observable information. When we ran the PC algorithm,
we set the level of significance to 0.05, which is the default value in Hugin and was also
adopted by Vomlel (2004).

Figure 4(a) is not very similar to the original network in Figure 3, which we used to
create the simulated data. The nodes for test items are directly connected to their parent
concepts, though in diverse directions. The PC algorithm chose to connect the nodes for
the concept in ways that we cannot fully justify based on the intended meaning of those
concept nodes. Nodes related to the concept ABC were just remotely related to nodes
related to the concept C.

In Figure 4(b), the nodes for test items were not connected to the nodes for the concepts
because the information about the group node and the concept nodes are completely miss-
ing. A structure like part (b) is called item-to-item knowledge structures by (Desmarais
et al., 2006). The structure showed close relationships between nodes for test items for
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Figure 4: Two structures learned with the PC algorithm under different assumptions
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Figure 5: A complete network for the case of learning ABC with AC∼B

(a) (b)

Figure 6: Two structures learned with the data generated with AC∼B

ABC and AB, and there was a direct relationship between iABC1 and iC3. However, it
is hard to tell the relationships among ABC, AB, and C from this tem-to-item knowledge
structure.

We repeated the same procedure for the learning pattern AC∼B. Figure 5 shows the
network structure which we used to create simulated data. Thicker links emphasize the
change in the learning pattern this network structure suggests. We reused the GC matrix
shown in Table 2, and set α and β to 0.1 again. Figure 6 shows the network structures
that the PC algorithm learned when the information about all the nodes (part (a)) and
when the information about the observable nodes were provided (part (b)).

Results of such pilot experiments showed that directly applying the machine learning
methods may not help us rebuild the network structures very well. The problem is par-
ticularly challenging when we have a few completely unobservable nodes in the network.
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Completely unobservable nodes make it difficult to figure out the relationships among
them as Figures 4(b) and 6(b) indicated.

Due to such an observation, we attempt to apply the machine learning methods to help
the domain experts select the best network structure from a set of candidate structures.
This approach is applicable when we have a set of candidate networks in mind, e.g., (Gierl
et al., 2007; page 251), and would like to use real data to find the best network.

In the current study, we assume that students learn composite concepts from parent
concepts that do not share any common basic concepts. Hence, for instance, ABC and
CD cannot serve as the parent concepts of ABCD because they share the basic concept
C. This assumption makes the space of possible solutions much smaller than it can be.

Therefore, the number of different ways to learn a composite concept depends on the
number of the basic concepts that the composite concept contains, and is related to the
Stirling number of type 2 (Knuth, 1973). Assume that we are studying the learning pat-
tern for a composite concept that involves λ basic concepts. There are Ω(λ), shown in
(3.1), ways to learn this composite concept (Liu, 2008). The value of Ω(λ) grows very
quickly with λ. For example, when λ is equal to 3, 4, 5, and 6, Ω(λ) is equal to 4, 14, 51,
and 202, respectively.

Ω(λ) =
λ∑

i=2

⎛
⎝1

i

i−1∑
j=0

(−1)j

(
i

j

)
(i − j)λ

⎞
⎠ (3.1)

The quantity prescribed in formula (3.1) is not yet the worst case scenario. When we
consider the task of building a model that includes λ basic concepts, there can be S(λ),
given in formula (3.2), different models. Here, λ is not smaller than 3 because it does not
make too much sense to discuss the learning patterns for only two basic concepts.

S(λ) =
λ∏

k=3

(Ω(k))

(
λ
k

)
(3.2)

Finding the best model from this humongous amount of candidate models purely based
on only computational requirements might not be very fruitful. This is suggested by the
motivating examples that we showed at the beginning of this section. Allowing domain
experts to provide a few meaningful candidate models and employing computational tech-
niques to compare these candidates offer a chance for us to identify a good model for
complex problems.

4. Model Selection

We discuss our methods for assisting teachers to select the learning pattern from a set
of candidate answers in this section. Experimental results will be presented in the next
section.
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4.1 Using Mutual Information as Scores for Candidate Models

Consider the sample network shown in Figure 2 again. Let CI(X, Y , Z) denote the
situation that X and Z are conditionally independent given Y , where X, Y , and Z are
three sets of variables. If we have access to the exact information about the concept nodes,
we may choose the learning pattern relatively more easily. In Figure 2, we should have
CI({A, B, C}, {ABC, D}, {ABCD}). If the parent nodes of ABCD were AB and CD in
Figure 2, then we would have CI({A, B, C, D}, {AB, CD}, {ABCD}), and we will have
precise criteria for judging the fitness of network structures when we have information
about the concept nodes. In fact, however, we can collect only the item responses that
are probabilistically related to the states of the concept nodes, so we do not have ways to
determine whether CI({A, B, C, D}, {AB, CD}, {ABCD}) holds or not.

Observe the network structures shown in Figure 1 and Figure 2. We can see that the
item nodes are linked directly and only to their parent nodes, so, intuitively, item nodes
for concept nodes that are more closely related may be more closely related to each other
than to item nodes for other concept nodes. For instance, if the actual learning pattern
is ABC∼D, as shown in Figure 2, then the correctness of answers to test items for ABCD
may be more related to the correctness of answers to the test items for ABC and D than
to the correctness of answers to the test items for other concept nodes.

We embody the concept of “more related” with the mutual information between two
sets of random variables (Cover & Thomas, 2006). Let X and Y denote two sets of

random variables, Eq.(4.1.1) shows the mutual information between X and Y , where
�

X

and
�

Y represent the sets of the possible values of X and Y , respectively. It is easy to
prove that, if MI(X; Y ) > MI(Z; Y ), then knowing the information about X will reduce
more uncertainty about Y than knowing the information about Z. Specifically, we have
MI(X; Y ) > MI(Z; Y ) ⇒ H(Y |X) < H(Y |Z), where H(·|·) represents the conditional
entropy.

MI(X; Y ) =
∑
x∈�

X

∑
y∈�

Y

Pr(X = x, Y = y) log
Pr(X = x, Y = y)

Pr(X = x) Pr(Y = y)
(4.1.1)

Consider a more concrete example with the networks in Figure 1 and Figure 2. If
MI(A, B, C, D; ABCD) is larger than MI(ABC, D; ABCD), we may believe that the
learning pattern A∼B∼C∼D is more likely to be the answer than ABC∼D, and the net-
work shown in Figure 1(b) is a better choice than the network shown in Figure 2.

Having chosen this measure, we face the problem of how we can compute the necessary
mutual information. Recall that we do not know the actual states of the concept nodes,
which are required in applying Eq.(4.1.1). This time, however, we can use the item re-
sponses for the concept nodes to estimate the states of the concept nodes, because we are
just computing mutual information not judging conditional independence.

We note that using item responses to estimate the states of competence levels is not
a perfect choice, though item responses are the most direct observation we have about
student’s competence levels. When students respond to a test item correctly, we are not
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really sure that they are competent of the related concepts. In addition, when students
are competent in certain concepts, we are not sure how they will apply these concepts in
tests. Hence, there is really a great deal of uncertainty between students’ item responses
and their competence levels as we have mentioned in this paper and elsewhere in the
literature.

We assume that, in a certain examination, we use n test items to evaluate the compe-
tence levels of every concept being tested. We also assume that students will respond to
every test items in the examination. Figures 3 and 5 show two such examples. In both
cases, we have three test items for every concept, i.e., n = 3 for all concepts. We also
assume that every student will respond to each of these test items, without leaving any of
the test times unanswered. Hence, the portion of correct responses to the test items for a
concept must be one of {0, 1/n, 2/n, · · · , 1}, and we can use this portion as an indication
of the competence level of the concept. (If different concepts have different numbers of
test items, we can adapt this estimation procedure by considering this factor accordingly.)
We can generalize this estimation method for a set of concept nodes, and Eq.(4.1.2) shows
an example.

Pr(A = 1/n, BC = 2/n) =
number of students who respond correctly to 1 test item for A and 2 test items for BC

number of students
(4.1.2)

To avoid the problem of zero probability values that are caused by rarely observed cases
in the simulation, we add a very small amount to the counts of basic events to smooth
the probability distributions. Currently this small number is 0.001.

After estimating the marginal and joint probability distributions of concept nodes, we
can apply Eq.(4.1.1) to compute the mutual information of interest, and use the results
as the scores of the learning patterns. When λ is 4, we will have to compute a score for
each of the 14 learning patterns as dictated by formula (3.1).

4.2 Using Supervised Learning for Model Selection

Experimental results, which are provided in a later section, indicated that using mutual
information as the scores for the learning patterns can be useful. However, there are situ-
ations when using mutual information alone could not help us achieve high performance.
Recall that we do not have the actual probability distributions of the concept nodes, so
we have to use the item responses to estimate these distributions. Consequently, when the
relationship between the correctness of item responses and the competence of individual
concepts is really uncertain, our estimation can become quite inaccurate. For instance,
when the largest and the second largest scores for the learning patterns were quite close,
e.g., the ratio was less than 1.2, it was quite common that the raw values of the mutual
information did not lead us to the correct answer.

Hence we would like to introduce more features when we apply the machine learning
techniques to find the best learning pattern. The previous experience suggests that col-
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lecting the ratio between each of the original mutual information and the largest original
mutual information can be useful. In addition, the ratio between the largest score and
the second largest score and the ratio between the largest score and the average score are
also useful. Take the study for the learning pattern of ABCD as an example. In addition
to the original 14 scores, we obtain 14 ratios between these original scores and the largest
score. We also divide the largest score by the second largest score and divide the largest
score by the average score to get two more features. Therefore we have 30 features in
total. (Note that we did not manually set thresholds for these ratios. Mentioning the
value of “1.2” in the preceding paragraph was meant to bring to readers’ attention the
usefulness of ratios between raw features.)

In summary, when we have some candidate learning patterns in mind, we can generate
simulated data with the learning patterns, a GC matrix, and the controlled parameters.
Since the learning patterns are known when we generate the simulated data, the learning
patterns can be used as the class labels in supervised learning (Witten & Frank, 2005).
We can create training instances by associating the features with class labels to train a
classifier, use the classifier to classify the item responses of real students, and use the
classification result as the learning pattern of the real students. Based on this principle,
we can apply support vector machines (SVMs) (Cortes & Vapnik, 1995), artificial neural
networks (ANNs) (Bishop, 1995), or any other appropriate classification techniques in
our experiments. Experimental results observed in some early explorations showed that
we achieved results of similar quality when we used appropriate parameters for the right
SVM or ANN models (Liu, 2008). In the next section, we choose to report results of using
SVMs in our classifiers.

5. Experimental Studies

In the current study, we assume that all of the students learn a composite concept with
the same learning pattern. This allows us to find the candidate pattern that has the high-
est score and to simplify the procedures of our experiments. If we will consider multiple
learning patterns, say k learning patterns, for a composite concept in other experiments,
we just have to choose those k candidate patterns with leading scores.

Because we did not collect students’ data in a real scenario, we use only simulated data
in this study, and employ a Bayesian network to represent the true learning pattern. We
try to find the learning pattern for ABCD in the experiments. We assume that there are
professional sources that can provide us the list of candidate learning patterns, and we can
represent each of these candidates with a corresponding Bayesian network. We assume
that our professional advisors can provide perfect information about the GC matrix, which
contains information about students’ competence patterns. With a Bayesian network, a
GC matrix, and two controlled parameters, we can generate simulated data as explained
in Section 2.3. After generating the training and test data with due procedures, we can
conduct experiments and record the accuracy achieved by our classifiers.
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5.1 Bayesian Networks for the Experiments

We conducted five sets of experiments. Each of these experiments uses one pattern in
{A∼BCD, AB∼CD, A∼BC∼D, A∼B∼CD, A∼B∼C∼D} as the true learning pattern. These
patterns are selected to represent different ways of combinations of the parent concepts of
ABCD. A∼BCD and AB∼CD represent two different ways to learn ABCD with two parent
concepts. They are different because one parent concept in A∼BCD has only one basic
concept, and, in contrast, both parent concepts in AB∼CD have two basic concepts. Using
an intuitive interpretation of “similarity”, A∼BC∼D and A∼B∼CD are two similar ways
to learn ABCD with three parent concepts. A∼B∼CsimD represents the direct integration
of four basic concepts into the composite concept.

Note that it can be difficult to tell the differences between the item responses of stu-
dents who employ closely related learning patterns. A∼BC∼D and A∼BCD are closely
related because A∼BC∼D is refined form of A∼BCD by splitting BCD into BC and D.
Analogously, A∼B∼CD and A∼BCD are closely related, and A∼B∼CD and AB∼CD are
closely related. Hence, we believe that we have chosen a challenging task for our tests.

In order to make our classifier have a chance to find the correct learning pattern,
we assume that some professional teachers will provide {A∼BCD, AB∼CD, A∼BC∼D,
A∼B∼CD, A∼B∼C∼D} as the list of candidate solutions. Namely, we make sure that the
list includes the true learning pattern, no matter which of the learning patterns that we
discussed at the beginning of this subsection is used as the true learning pattern.

In all of our experiments, we assume that the parent concepts of ABC, ABD, ACD, and
BCD are basic concepts. Other situations are discussed in the third paragraph in Section
6. Given this assumption and the learning patterns, we can construct the structures of
the Bayesian networks that our simulator needs.

5.2 The GC Matrices and Controlled Parameters

In addition to the network structures, our simulator needs a GC matrix that specifies
students’ competence patterns. When we are using simulated data in the experiments,
we need two GC matrices. One represents the competence patterns that we obtain from
the professional sources, and the other represents students’ actual competence patterns.
When the professional sources are highly experienced, we may be able to obtain an accu-
rate GC matrix. Hence, we use only one GC matrix for generating the training and test
data in our experiments for now.

Table 3 shows the GC matrix that we used in our experiments. We use the same format
that we used in Table 1 to present a GC matrix in Table 3. This GC matrix was also used
in experiments in which a different list of candidate patterns was used (Liu, 2008), so it
is possible to compare the experimental results.

There are 16 types of students in Table 3, and we can examine the settings for different
types of students. All of these 16 types of students are capable of using A∼B∼C∼D as
their learning pattern. When i is an odd number, students of types gi can use A∼BCD.
Students of types gi, i = 1, 2, 4, 6, 8, 10, 11, 12, 14, and 16, can use AB∼CD; students of
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Table 3: A GC matrix for the current experiments

group A B C D AB AC AD BC BD CD ABC ABD ACD BCD ABCD

g1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1

g2 1 1 1 1 1 0 0 0 0 1 1 1 1 0 1

g3 1 1 1 1 0 1 0 1 0 1 1 1 0 1 1

g4 1 1 1 1 1 0 0 0 0 1 1 1 0 0 1

g5 1 1 1 1 1 0 1 0 1 0 1 0 1 1 1

g6 1 1 1 1 1 0 0 0 0 1 1 0 1 0 1

g7 1 1 1 1 1 1 1 0 0 0 1 0 0 1 1

g8 1 1 1 1 1 0 0 0 0 1 1 0 0 0 1

g9 1 1 1 1 0 0 0 1 1 1 0 1 1 1 1

g10 1 1 1 1 1 0 0 0 0 1 0 1 1 0 1

g11 1 1 1 1 1 1 0 0 1 1 0 1 0 1 1

g12 1 1 1 1 1 0 0 0 0 1 0 1 0 0 1

g13 1 1 1 1 0 0 1 1 0 0 0 0 1 1 1

g14 1 1 1 1 1 0 0 0 0 1 0 0 1 0 1

g15 1 1 1 1 0 0 0 0 1 1 0 0 0 1 1

g16 1 1 1 1 1 0 0 0 0 1 0 0 0 0 1

types gj, j = 1, 3, 9, and 13, can use A∼BC∼D; and students of types gk, k = 1, 2, 3, 4,
6, 8, 9, 10, 11, 12, 14, 15, and 16, can use A∼B∼CD.

We can also examine the settings for different concepts. All of these 16 types are ca-
pable of the basic concepts and are capable of integrating the parent concepts of ABCD.
If we want to study how students learn ABCD, we should recruit students that appear
to be competent in ABCD in our study, so the settings in the A, B, C, D, and ABCD
columns should be reasonable. Treating ABC, ABD, ACD, and BCD as a group, we have
16 possible ways to set the values for this group, and we do that in Table 3, which is
an important reason why we have 16 types of students in Table 3. There are a total
of 64 possible ways to set the capabilities of integrating concepts that include two basic
concepts, but we have chosen 16 of them arbitrarily in Table 3.

In Section 2.3, we explained how we use the controlled parameters α and β to modulate
the ranges of slip and guess and to manipulate the possibility of students’ deviation from
the standard competence patterns of their types. Both α and β can be set to any value
from {0.05, 0.10, 0.15, 0.20, 0.25, 0.30}. We do not try values that are larger than 0.30
because those situations are really rare and were not discussed in the literature. As a
result, for any pair of a network structure and a GC matrix, we repeat the experiment 36
(=6×6) times.

5.3 Main Steps of the Experiments

Figure 7 shows the flow that we employed to create an instance of datum for our exper-
iments. Given a network structure along with the prior distribution for the group node,
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Q
α
β

a network structure and
the prior distribution for the group node simulator feature generator

item responses for
10000 students

30 features for
this case

Figure 7: Generating an instance of datum for the experiments

a GC matrix, and a particular combination of α and β, we used the simulator that we
described in Section 2.3 to create item responses of 10000 students. We assumed that
students responded to three test items for every concept in the experiments, but this
quantity could be changed easily. With the item responses, we applied the methods that
we described in Section 4.1 to estimate the mutual information and to compute the derived
features.

In the experiments, we repeated this procedure 600 times for every possible solution in
{A∼BCD, AB∼CD, A∼BC∼D, A∼B∼CD, A∼B∼C∼D}, the GC matrix in Table 3, and all
of the 36 possible combinations of α and β. The conditional probability tables were re-
sampled for every one of these 600 instances, so their underlying probability distributions
were mutually independent given the setups of the experiments. Hence, for any combi-
nation of α and β, we had 600 instances for a possible learning pattern. We could use
500 instances for every learning pattern to train our classifier, and used the remaining 100
instances as the test data. In total, we had 2500 training instances and 500 test instances
when we ran an evaluation of our approach.

We employed LIBSVM (Chang & Lin, 2001) for realizing our classifier. We chose the
SVMs of type c-SVC, and used the radial basis function as the kernel function. Since there
were still free parameters in the SVMs, we had to run some explorative tests to search the
best combination of the parameters C and γ in LIBSVM. In these explorative tests, we
set C and γ to any value in {0.1, 0.2, · · · , 1.9}, so we had to run 361 explorative tests. We
used the training data as the test data to search the combination of C and γ that helped
us achieve the highest accuracy in these explorative tests. This particular combination of
C and γ was then used in the evaluation that used the real test data.

5.4 Preliminary Analysis

It was possible for us to use the original 14 mutual information, which we discussed
in Section 4.1, to guess the learning patterns. A simple procedure was just to select the
learning pattern that corresponded to the largest mutual information, and it was easy to
verify whether the procedure found the correct pattern because each instance of datum
was labeled with the correct learning pattern. Since we had a total of 3000 instances for
every combination of α and β, we could use the proportion of correct identification as the
accuracy for this simple procedure.

Figure 8(a) shows the results of such experiments for all of the combinations of α and
β. The vertical axis shows the accuracy, the horizontal axis shows the values of α, and the
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Figure 8: Domain-specific constraints improve the classification accuracy

legend shows the values of β. Although using only mutual information for determining
the learning patterns can perform well in some cases, the trends of the curves show that
the results can change radically with the varying α and β. When α and β are both 0.3,
the accuracy is just 0.2.

Note that this result of 0.2 was not due to that the simple procedure randomly selected
an answer from five possible answers. This simple procedure did not know that there were
only five possible answers. It was allowed to guess any of the possible answers—14 possible
answers when λ was 4. This phenomenon was due to the similarity among the competing
concepts. For instance, when α was small, this simple procedure frequently chose AD∼BC

as the answer for test instances that had A∼BC∼D as their labels. A procedure that
randomly selected an answer from 14 candidates would have led to the result of about
0.0714 in accuracy. The reason for the result of 0.2 was because, when α and β were large,
the simple procedure inclined to select A∼B∼C∼D as the learning pattern. This should
not be very surprising because all of the concepts must be related to the basic concepts.
Because A∼B∼C∼D was used in 600 instances, we had about 600 correct answers out of
3000 test instances in the experiments, making the accuracy about 0.2.

5.5 Experimental Results

Figure 8(b) shows the results that we achieved by using the SVM-based classifiers to
guess the learning patterns. The horizontal axis, the vertical axis, and the legend in Figure
8(b) carry the same meaning as their counterparts in Figure 8(a). Figure 8(c) shows all
of the curves in Figures 8(a) and 8(b) in one chart to help us compare the experimental
results.

The chart in Figure 8(b) indicates that the accuracy achieved by our classifier still
depends on the values of α and β. The trends of the curves also suggest that the accuracy
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reduced as we increased the values of α and β. However, this relationship does not hold
all the time, and we will see an example in the next subsection. There are other factors
which influence the observed accuracy.

The chart in Figure 8(c) shows that we improved the accuracy a lot by using the
domain-specific information to train a classifier and by using this classifier to judge the
unobservable learning pattern from the item responses. The positions of curves that we
copied from Figure 8(b) lie above their counterparts that we copied from Figure 8(a). In
addition, we reduced the variation in accuracy by using the classifiers.

We also used the F measure (Witten & Frank, 2005) to gauge the quality of our clas-
sifiers, in addition to using the proportion of correct classification as the measure for the
quality. Since we classified the test instances into one of five candidate answers and the
true answer of every test instance belonged to the five candidates, we could calculate the
precision and recall (Witten & Frank, 2005) for each of the five classes. To obtain the F
measure for an experiment, we calculated the average precision based on the precision for
the five classes, and calculated the average recall analogously. We then weighed the aver-
age precision and the average recall equally when calculating the F measure. We divided
the F measure by the accuracy of the same experiment to compare these two measures,
and found that the ratio changed in a very narrow range. The largest one was 1.0052,
and the smallest was 1.0000. Hence, the F measures were larger than the accuracy in our
experiments, but the differences were really ignorable. Hence, we do not show the results
here.

5.6 More Experimental Results

We have mentioned, in Section 3, that the contents of the GC matrix will influence the
experimental results. In this subsection, we replace part of the contents of the GC matrix
in Table 3, and repeat the same experiment to show the influence of using different GC
matrices on the experimental results.

Table 4 shows a GC matrix that we created based on the GC matrix in Table 3. Note
that we only changed the numbers that are in boldface in Table 4. We intentionally set
the values in the AB, AC, AD, BC, BD, and CD columns so that the numbers of 1s in
these columns are equal to 8 and that there were eight types of students who could use
A∼BCD, AB∼CD, A∼B∼CD, and A∼BC∼D in this GC matrix. Moreover, the types of
students that could and could not use AB∼CD and A∼B∼CD were exactly the same.

We replaced the GC matrix in Table 3 by the new GC matrix, repeated the experi-
ments, used the same list of candidate learning patterns, and conducted a preliminary
analysis. Figure 9 contains three charts that were prepared with an analogous procedure
for preparing their corresponding charts that are shown in Figure 8. We obtain Figure
9(a) in the preliminary analysis and Figure 9(b) in the experiments that used the trained
SVM as the classifier. Figure 9(c) is the result of copying all of the curves in Figures 9(a)
and 9(b) into one chart.

Like Figure 8(c), the positions of the corresponding curves in Figure 9(c) show that us-
ing the domain-specific information to train the classifier and limiting the possible answers
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Table 4: Another GC matrix for the experiments

A B C D AB AC AD BC BD CD ABC ABD ACD BCD ABCD

g1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1

g2 1 1 1 1 1 0 0 0 0 1 1 1 1 0 1

g3 1 1 1 1 0 0 1 1 0 0 1 1 0 1 1

g4 1 1 1 1 1 1 0 0 1 1 1 1 0 0 1

g5 1 1 1 1 0 0 0 0 0 0 1 0 1 1 1

g6 1 1 1 1 1 1 1 1 1 1 1 0 1 0 1

g7 1 1 1 1 0 0 1 0 0 0 1 0 0 1 1

g8 1 1 1 1 1 1 0 1 1 1 1 0 0 0 1

g9 1 1 1 1 0 0 0 1 0 0 0 1 1 1 1

g10 1 1 1 1 0 1 1 0 1 0 0 1 1 0 1

g11 1 1 1 1 1 0 1 0 0 1 0 1 0 1 1

g12 1 1 1 1 1 1 0 1 0 1 0 1 0 0 1

g13 1 1 1 1 0 0 0 0 1 0 0 0 1 1 1

g14 1 1 1 1 0 1 1 1 1 0 0 0 1 0 1

g15 1 1 1 1 1 0 1 1 0 1 0 0 0 1 1

g16 1 1 1 1 0 1 0 0 1 0 0 0 0 0 1
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Figure 9: The contents of GC matrices influence the experimental results

within a selected list helped us to achieve higher accuracy in all of the experiments.
The positions of the corresponding curves in Figure 9(a) and Figure 8(a) show that it

became more difficult to find students’ learning patterns with just the values of mutual
information. The general trends of the curves are similar for the corresponding curves in
Figure 9(a) and Figure 8(a). In particular, increasing the value of α with a constant β

does not necessarily make finding the learning patterns more difficult. It was found that,
even when the values of α and β were small, the scores for AB∼CD were still larger than



SELECTING BAYSIAN-NETWORK MODELS BASED ON SIMULATED EXPECTATION 21

the scores for A∼B∼CD when the true learning pattern was A∼B∼CD, and the scores
for AD∼BC were still larger than the scores for A∼BC∼D when the true learning pattern
was A∼BC∼D. Our program may choose AD∼BC as the answer because it was allowed to
choose any of the 14 possible learning patterns as the answer in the preliminary analysis.

The positions of the corresponding curves in the charts in Figure 9(b) and Figure 8(b)
show that it was also relatively more difficulty to find students’ learning patterns with
SVMs in the new experiment. The degradation in performance is clear even by visual
inspection of these charts, and larger values of α and β do not imply poor performance
this time. In addition to searching for C and γ in [0.1, 1.9] with the grid search that we
described in Section 5.3, we expanded the search range for these parameters for SVMs.
For the case in which α and β were both 0.05, we repeated the search twice. The first
new search range for both C and γ was between 0.1 and 9.9 with a step of 0.2, and the
second new search range was between 0.1 and 99 with a step of 2. Hence, we searched
5000 combinations of C and γ for the best results. However, we did not find any better
results.

We investigated the output of our classifiers, and found two important sources of mis-
classification. When α and β were relatively large, it was very easy for our classifiers to
classify all of the possible learning patterns into A∼B∼C∼D. When α and β were relatively
small, it was very easy for our classifiers to misclassify cases for AB∼CD into A∼B∼CD

and cases for A∼B∼CD into AB∼CD. It seems that the new GC matrix have posted a
detrimental challenge to our classifiers. Students who may apply AB∼CD may also apply
A∼B∼CD, and vice versa. Students who may not apply AB∼CD may not apply A∼B∼CD,
and vice versa. Namely, there seems no obvious way to differentiate AB∼CD and A∼B∼CD

in the settings for the new experiments, and this may have caused the difficulty for telling
them apart when we had just indirect evidence about students’ true competence levels for
the related concepts.

6. Discussions

The results reported in the previous subsections clearly indicate that the range of de-
viations that were controlled by the values of α and β influence the accuracy that can
be achieved by the simple method and by the SVM-based classifiers. The contents of
the GC matrices that are used to generate the training and test data also affected the
experimental results. When the GC matrix admitted multiple learning patterns in the
candidate list, the proposed method would not be able tell these candidates apart very
well, as the results reported in Section 5.6 have shown. When the GC matrix provided
certain chances for distinguishing the learning patterns, the proposed method may offer a
reasonable chance for finding the correct learning pattern even if the candidates were as
related as A∼BCD, AB∼CD, and A∼B∼CD. Similar results were observed when we used
{A∼B∼CD, AB∼C∼D, ACD∼B, ABD∼C, A∼B∼C∼D} as the candidate list and exactly
the same GC matrix in the experiments (Liu, 2008). Although we have reported results of
using the SVM-based classifiers in this paper, some previous experience showed that the
ANN-based classifiers could attain results of similar quality, after we re-trained the ANN-



22 C.-L. Liu

based classifiers to find the best weights with the random restart method for classifying
the training data (Liu, 2008).

As we can analyze in Section 3 and in (Liu, 2008), we are facing a myriad of different
choices of the candidate networks and the GC matrices. The “right” choices of the can-
didate networks and the matrix should depend on domain dependent expertise, and the
choices certainly influence the achieved results. Results reported in the previous subsec-
tions assumed that professional teachers can provide perfect information about the GC
matrices and a candidate list that includes the actual learning pattern. If the candidate
list does not include the actual learning pattern, any supervised learning method cannot
help us find the right answer. If the GC matrix that we used to generate the simulated
expectation does not match with the GC matrix of the real students, results observed in
more experiments indicate that the results achieved by our classifiers will degrade. To
put the proposed method in field tests, finding a good professional and reliable source for
the competence patterns will help. If this is not possible, we may apply the clustering
techniques to find the competence patterns from students’ records first.

The best way to apply the proposed method to learn network structure is to start from
simpler sub-networks. If we directly try to find a network that considers a large number
of basic concepts, we will have to face a very large search space that is dictated by for-
mula (3.2). If we start from simpler networks and incrementally consider one more basic
concept for some composite concepts, the search space can be reduced to what formula
(3.1) prescribes. When λ is large, both (3.1) and (3.2) lead to large quantities, but the
(3.1) leads to a smaller quantity. For this reason, we have chosen to illustrate our ideas
with cases in which λ are either 3 or 4. This does not mean that we must confine the
applications of the proposed methods with the same limits.

Using the average performance of students’ item responses to estimate students’ com-
petence in the concepts can cause problems. If there is a small group of students who
apply a special way to learn a composite concept, it may be difficult to find their behavior
in the statistics, and, as a consequence, it become difficult to find how they learn the
composite concepts with the proposed method.

Finally, simulated results may not provide sufficient support for us to adopt a technol-
ogy in real world problems. Hence, although the observed results show the promise of the
proposed method, a field test of the proposed method is in demand.

7. Concluding Remarks

Chickering et al. (2004) show that learning the structures of Bayesian networks is NP-
hard, and discuss a list of relevant work. More recently, researchers have proposed a
variety of methods for searching the space of possible solutions for the best model. The
search heuristics may consider domain-specific scores, constraints, or both of them, e.g.,
(Guo & Schuurmans, 2006; Teyssier & Koller, 2005; Tsamardinos et al., 2006), and some
of the reported methods need to limit the number of nodes in the candidate networks,
e.g., less than 33 nodes as stated in (Silander & Myllymäki, 2006). The method proposed
in this paper aims at helping domain experts to select candidate models. It requires rela-
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tively more specific domain-dependent information than the previously proposed methods
did, not just constraints as in (Vomlel, 2004). The reported work is also special in how
we apply the domain-specific information to compare the candidate models.

We have seen an example of using the simulated expectation about the data to select the
best model from a list of candidate models for the data, in which we create the simulated
expectation based on the domain-specific expertise. We illustrate the main idea with the
problem of using students’ item responses to learn the hidden structures that consist of
unobservable variables in Bayesian networks. The hidden structures reflect how students
learn the composite concepts. We can estimate the competence of students only indirectly
through students’ item responses that relate to students’ competence levels probabilisti-
cally. We must admit that the aforementioned experiments and simulations need to be
strengthened by expertise of educational psychology and assessments, and we have just
shown a technical possibility of learning the hidden structures.

Experimental results show that, if generated with well guided information, the sim-
ulated expectation can help us to confine the scope of possible solutions within a huge
solution space and to discriminate competing models that can be difficult to tell apart
otherwise. Given the humongous search space prescribed in formulas (3.1) and (3.2), we
consider that the experimental results are not as pessimistic as they might appear. The
machine learning method provides a much better quality of decisions than the heuristics,
and achieves reasonably good results when both α and β are smaller than 0.25.

Example problems used in this paper can be improved by incorporating realistic con-
sideration of cognition and learning theories for assessment problems. We employed the
examples just to show that using simulated expectation can be useful for differentiating
models that have subtle differences when we have only indirect observation about the
subjects. Whether students hold a stable model (or procedure) for a task (Ben-Zeev &
Ronald, 2002) and how the learning models might help instruction (Sleeman, 1989) require
more serious interdisciplinary studies for decisive answers (Nichols et al., 1995; Tatsuoka
& Tatsuoka, 1997; Leighton & Gierl, 2007).
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