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ABSTRACT

Machine learning is a scientific discipline that concerned with designing algorithms

to automatically learn complex patterns based on data. Many of the machine learning

methods rely on probabilistic models and treat the models in a Bayesian framework.

Sampling methods such as Markov Chain Monte Carlo are popular and well known for

approximate Bayesian inference. Alternatively, there are deterministic approximation

techniques which have been successful in many applications. We present here some of

the concepts and developments about deterministic approximation methods.
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1. Introduction

Machine learning is a scientific discipline that concerned with designing algorithms

to automatically learn complex patterns based on data. It integrates many approaches

such as probability, optimization, statistics, control theory, etc. The applications in-

clude forecasting, language processing, pattern recognition, games, text mining, data

mining, etc.

Many of the machine learning methods rely on probabilistic models for variables. In

a Bayesian framework, both the observed data D and the unknown model parameters

θ are considered random quantities. Let p(θ) denote the prior distribution and p(D|θ)
the likelihood. After observing D, Bayes theorem gives the posterior distribution of θ

given D:

p(θ|D) =
p(θ,D)

p(D)
=

p(θ,D)∫
p(θ,D)dθ

.

The posterior distribution of θ is useful for estimation and prediction. For example,

quantities such as the posterior quantiles, posterior moments, etc are actually expec-

tations of some functions g(θ) with respect to the posterior distribution:

E[g(θ)|D] =

∫
g(θ)p(θ|D)dθ;

and the posterior predictive distribution of a future observation y can be expressed as

p(y|D) =

∫
p(y|θ, D)p(θ|D)dθ

=

∫
p(y|θ)p(θ|D)dθ,

where the second equality follows provided the new data point y and the observed data

D are independent given θ. The marginal density of the data,

p(D) =

∫
p(D, θ)dθ,

also called evidence or model evidence, is useful for model selection. Both p(θ|D) and

p(D) play important roles in Bayesian inference. For some models the integrations

involved in these probabilities are computationally tractable; for instance, normal data

with conjugate priors. However, for many models of interest, the integrations are

intractable and approximations are required.
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The approximate inference in Bayesian analysis can be divided into two cate-

gories: deterministic approaches and nondeterministic approaches. Nondeterministic

approaches refer to sampling-based approaches such as Markov Chain Monte Carlo

(MCMC) methods. These methods are originated from chemistry and physics, and

are well known in several different scientific disciplines. In the past decades MCMC

methods have revolutionized statistical computing, and recent developments in MCMC

algorithms and software have facilitated the use of Bayesian inference for complicated

models. The advantages of MCMC methods include that there are theoretical guar-

antees of convergence and that they often work well even for complex models. The

disadvantages are that, for some applications, MCMC can be computational costly and

convergence can be difficult to check. In particular, if data arrive sequentially and real-

time estimation is required, MCMC methods can be computationally infeasible as it has

to restart the whole sampling procedure when new data arrive. Some sequential Monte

Carlo sampling methods, also referred to as the particle filters, have been proposed to

obtain more effective algorithms for certain models (Handschin and Mayne [11], Liu

and Chen [19], Doucet et al. [6], Liu and West [20], and references therein), but still

MCMC is generally slow as it needs to draw tens of thousands of MCMC samples.

There are deterministic approximation inference methods as alternatives to Monte

Carlo methods. Though they may be less accurate, they often are much more effective

and have remarkably successful performance in some cases. The simplest and widely

used deterministic approach is Laplace method. Let x be a p-dimensional vector, f be

a twice differentiable real-valued function defined on Rp, and n a large number. The

Laplace method gives the approximation for integrals:∫
enf(x)dx ≈

(
2π

n

) p
2

| − ∇2f(x0)|
− 1

2 enf(x0),

where x0 is the unique mode of f and | · | is the determinant of a matrix. This method

has been applied in Bayesian statistics and machine learning; for example, see Tierney

and Kadane [29], Kass and Raftery [16], Williams and Barber [32]. Recently, Rue et al.

[26] proposed an integrated nested Laplace approximations as an alternative to MCMC

for latent Gaussian models.

Other popular deterministic approaches include variational Bayes (Jordan et al.

[15], Attias [2], Bishop [3]), expectation propagation (Minka [23]), among others. These

deterministic methods have been widely used by computer scientists for machine learn-



AN OVERVIEW OF APPROXIMATE BAYESIAN INFERENCE IN MACHINE
LEARNING 47

ing, but have little presence in statistics. The present paper aims to provide an overview

of these deterministic approaches with a special emphasize on a new deterministic ap-

proximation proposed in Weng and Lin [31]. The organization of the paper is as follows.

Section 2 provides an overview of variational Bayes approaches. Section 3 reviews ex-

pectation propagation. Section 4 present a moment matching methods. Section 5 gives

some discussions.

2. Variational Bayes

Variational Bayes methods probably are the most prominent and widely used de-

terministic approximate inference in machine learning. Recently it has attracted some

attention in statistical community; for example, Hall et al. [10] derived asymptotic

distributional behavior for Gaussian variational approximation, Faes et al. [7] demon-

strated that for regression with missing data, variational Bayes produces solutions of

comparable accuracy to MCMC at much greater speed, Ormerod and Wand [25] de-

vises an effective variational approximation strategy for fitting generalized linear mixed

models, among others.

Variational Bayes methods are a family of Bayesian machine learning techniques

that approximate intractable integrals using the notion of minimum Kullback-Leibler

divergence and product assumptions on the posterior density. They can be used to

lower bound the marginal likelihood and to provide an analytical approximation to the

posterior distribution of the unobserved variables.

Let D denote the observed data and Z be a set of unobserved variables. Here

Z may consist of both model parameters and latent variables. Suppose that we are

interested in the posterior distribution p(Z|D) and the marginal likelihood of the data

p(D). Let p(D,Z) be the joint distribution of (D,Z) and q(Z) be any distribution of

Z. So,

p(D) =

∫
p(D,Z)dZ,

and by Jensen’s inequality, we have

log p(D) ≥
∫

q(Z) log
p(D,Z)

q(Z)
dZ. (1)
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It is desirable to maximize the right hand side of (1) with respect to q(Z) to get

the tightest bound of p(D). The missing part on the right hand side of (1) can be

computed by

log p(D)−
∫
q(Z) log p(D,Z)

q(Z) dZ

=
∫
q(Z) log p(D)dZ −

∫
q(Z) log p(D,Z)

q(Z) dZ

=
∫
q(Z) log q(Z)

p(Z|D)dZ

= KL(q(Z)∥p(Z|D)),

(2)

which is the KL-divergence between q(Z) and p(Z|D). Therefore,

log p(D) =

∫
q(Z) log

p(D,Z)

q(Z)
dZ +KL(q(Z)∥p(Z|D));

and the maximization problem

maxq

∫
q(Z) log

p(D,Z)

q(Z)
dZ

is equivalent to minimize the KL divergence KL(q(Z)∥p(Z|D)). Clearly, the minimum

KL(q(Z)∥p(Z|D)) = 0

is achieved at q(Z) = p(Z|D). However, as p(Z|D) is often intractable, variational

Bayes seeks to minimize KL(q∥p(Z|D)) under product assumptions:

q(Z) =

I∏
i=1

qi(Z),

where {Z1, ...,ZI} is a partition of Z. Under this restriction, the optimal solution can

be shown to satisfy the equations

log q∗i (Zi) = E−Zi [log p(D,Z)] + const, i = 1, ..., I, (3)

where E−Zi denotes expectation with respect to the density
∏

j:j ̸=i qj(Zj); the readers

are referred to Bishop [3] for detailed derivations. These equations say that the log-

arithm of the optimal solution for factor qi is the expectation of the logarithm of the

joint distribution (for both observed and unobserved variables) with respect to all of

the other factors.

Since the optimal solution q∗i depends on the other factor qj , j ̸= i, the solution

is obtained recursively: first initializing qi(Zi) for i = 1, ..., I, and then updating each

qi(Zi) by (3) using the current estimates of all the other factors. Convergence of the
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algorithm is guaranteed under mild conditions; see Boyd and Vandenberghe [4] and

Luenberger and Ye [21]. Once it is converged, one has an analytical approximation

q∗ for the posterior distribution p(Z|D) and a lower bound for the evidence p(D).

Overall, this method is fast to compute, but the disadvantage is that there can be some

systematic error.

3. Expectation Propagation

The Expectation Propagation (EP) algorithm (Minka [23]) is an iterative approach

to approximate posterior distributions. It is as an extension of assumed-density filtering

(ADF), also called moment matching, proposed in different scientific areas; for example,

Maybeck [22], Lauritzen [18]. Let D = {x1, ..., xn} and p(θ) be the prior distribution.

So, the joint distribution of (D, θ) and the posterior distribution of θ are

p(D, θ) = p(θ)

n∏
i=1

p(xi|θ)

and

p(θ|D) ∝ p(θ)
n∏

i=1

p(xi|θ). (4)

Assumed density filtering starts by writing each term on the right hand side of (4) as

ti(θ); that is, t1(θ) = p(θ), ti(θ) = p(xi−1|θ) for i = 2, ..., n+ 1. This gives

p(θ)

n∏
i=1

p(xi|θ) =
n+1∏
i

ti(θ). (5)

Next, choose a suitable parametric distribution q(θ). Then, sequentially incorporate

each ti and update from an old q(θ) to a new q(θ). The update step is achieved by

approximately minimizing the Kullback-Leibler divergence between the exact posterior

distribution

p =
ti(θ)q

old(θ)∫
θ ti(θ)q

old(θ)dθ

and its approximation q:

minqKL(p|q) = min

∫
p(θ) log

[
p(θ)

q(θ)

]
dθ. (6)
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Note that here p is the exact distribution; this is the reversed form of the Kullback-

Leibler divergence (2) for variational inference. With the constraint that q is in the

Gaussian family, the solution follows from moment matching, or expectation con-

straints:

Ep(X) = Eq(X) and Ep(X
2) = Eq(X

2).

For other members of the exponential family, there will be different expectation con-

straints.

Clearly, the result of ADF depends on the ordering of ti. It is appropriate for online

or real-time learning where data points arrive sequentially and one needs to discard

each data point after learning from it. However, in an offline (or batch) setting one can

re-use the data points to improve the ADF approximation, and this is the underlying

thought of EP algorithm. The idea of EP is to approximate each ti in (5) by t̃i, which

is assumed to come from a parametric distribution (e.g. from the exponential family),

and approximate the posterior distribution p(θ|D) by q of the form

q(θ) ∝
∏
i

t̃i(θ).

Specifically, it starts by initializing the term approximation t̃i, and then cycles through

the terms to refine them one by one. To refine the term t̃i, first remove this term from

the current approximation to get
∏

j:j ̸=i t̃j , and then determine the revised form t̃newi

such that

qnew(θ) ∝ t̃newi

∏
j:j ̸=i

t̃j

is as close as possible to

ti
∏
j:j ̸=i

t̃j ,

where the latter step is achieved by minimizing the Kullback-Leibler divergence (6):

t̃newi = argmintKL(ti
∏
j:j ̸=i

t̃j∥t
∏
j:j ̸=i

t̃j).

Once convergence, qnew is an approximate of the posterior distribution, and the nor-

malized constant of qnew is used to approximate the model evidence p(D):

p(D) ≈
∫ ∏

i

t̃i(θ)dθ.
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One problem of the EP algorithm is that it does not always converge. Minka [23]

proposed some remedies for the convergence problem in certain applications. There are

other studies on the convergence issue; for example, Heskes and Zoeter [13]. The EP

algorithm has been successfully in many applications, including the TrueSkillTM system

([12]), the online ranking system for Xbox Live developed at Microsoft Research.

4. A moment matching method

Weng and Lin [31] proposed a moment matching method based on a version of

Stein’s identity (Woodroofe, [34]) and exact calculation of certain integrals. To distin-

guish this identity from Stein’s lemma, they refer to it as Woodroofe-Stein’s identity.

The idea of it is similar to Stein’s lemma [27], but Stein developed the expectation

with respect to a normal distribution, while Woodroofe concerned the integration with

respect to a “nearly normal distribution” dΓ(z) = f(z)ϕp(z). Stein’s lemma is famous

and of interest because of its applications to James-Stein estimator [14] and empirical

Bayes methods. On the contrary, Woodroofe-Stein’s identity is little known.

Below we present this approximation method. Let ϕp(z) and Φp(z) denote the

density and distribution function of a p-variate standard normal variate; let Φ and ϕ

be the abbreviations of Φ1 and ϕ1, respectively. Let ϕ(x|µ, σ) be the density of normal

distribution with mean µ and standard deviation σ.

Let Z = [Z1, . . . , Zp]
T be a p-dimensional random vector with the probability den-

sity

Cϕp(z)f(z), (7)

where f : Rp → R is continuously differentiable and C is the normalizing constant.

The following equations are simple consequences of Woodroofe-Stein’s identity:

E[Z] = E

[
∇f(Z)

f(Z)

]
, (8)

E[ZiZq] = δiq + E

[
∇2f(Z)

f(Z)

]
iq

, i, q = 1, . . . , p, (9)

where δiq = 1 if i = q and 0 otherwise, and [·]iq indicates the (i, q) component of a

matrix.
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By regarding ϕp(z) in (7) as the prior density of z and Cf(z) as the likelihood

based on new observations, (8) and (9) show how posterior moments are related to the

likelihood. In many situations the likelihood has a product form f =
∏m

j=1 fj . For such

cases, (8) and (9) can be easily simplified:

E[Zi] = E

[
∂f1(Z)/∂Zi

f1(Z)
+ · · ·+ ∂fm(Z)/∂Zi

fm(Z)

]
, (10)

V ar[Zi] = 1 + E

[
∂

∂Zi

(
∂f1(Z)/∂Zi

f1(Z)
+ · · ·+ ∂fm(Z)/∂Zi

fm(Z)

)]
. (11)

The rudiments of simple analytic approximations are obtained by setting Z in the right

hand side of these equations as zero. Take (8) for illustration:

E[Z] ≈ E

([
∇f(Z)

f(Z)

] ∣∣∣
Z=0

)
. (12)

The reasoning behind this is that the normalized quantity Z may approximately follow

standard normal distribution in many applications.

Now consider the model of ranked data. Assume that the strength θi of player i fol-

lowsN(µi, σ
2
i ) as in online rating systems such as Glicko [9] and TrueSkillTM [12]. Then,

upon observing the game outcomes D, the skill can be updated as N(µnew
i , (σ2

i )
new),

where µnew
i and (σ2

i )
new are the posterior mean and variance of θi derived from the

posterior distribution of θ = (θ1, · · · , θp):

p(θ|D) = Cϕp(θ|µ, σ)P (D), (13)

where P (D) is the likelihood based on the game outcomes D. Some popular prob-

ability models for paired comparison data assume that there are unobserved actual

performance Xi and Xj and that

P (i beats j) = P (Xi −Xj > 0).

Two commonly used distributions forXi−Xj are normal (corresponding to the Thurstone-

Mosteller model [28]) and logistic (corresponding to the Bradley-Terry model). Let

Zi = (θi − µi)/σi. From (13), it is not difficult to see that the posterior distribution of

Z = (Z1, · · · , Zp) is of the form (7).

In general there is no analytical forms for the posterior moments. Nevertheless,

exact analytical forms exist in some cases except for the conjugate family. For instance,
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when P (D) in (13) follows the Thurstone-Mosteller model for paired comparison, exact

calculation shows

E(θ1) = µ1 +
σ2
1√∑2

i=1(β
2
i + σ2

i )

ϕ

(
µ1−µ2√∑2
i=1(β

2
i +σ2

i )

)
Φ

(
µ1−µ2√∑2
i=1(β

2
i +σ2

i )

) . (14)

The rudiment of simple analytic approximation in (12) (equivalent to replace the un-

known parameter θ on the right hand side of (8) with their current estimates µ) gives

E(θ1) ≈ µ1 +
σ2
1√

β2
1 + β2

2

ϕ

(
µ1−µ2√
β2
1+β2

2

)
Φ

(
µ1−µ2√
β2
1+β2

2

) . (15)

From (14), Weng and Lin [31] propose to improve (15) by suitable scaling. Furthermore,

if f in (8) is the logistic distribution function, reasonable analytic approximations can

be obtained by approximating the logistic distribution by a normal one (Aitchison

and Begg [1], Glickman [8]). Together with (10) and (11), Weng and Lin [31] obtained

simple analytic rules to update players’ strengths from games that may involve multiple

teams and multiple players. The experiments show that the prediction accuracy of the

proposed online algorithm is comparable to TrueSkillTM, but the running time as well

as the code are much shorter.

This method has been used in other applications of ranked data. For example,

Wistuba et al. [33] modified it for move prediction of computer Go and obtained

promising results; Chen et al. [5] employed it to give an efficient online Bayesian

ranking scheme in a crowdsourced setting. Recently Weng [30] applied it to obtain

an online parameter estimation algorithm for an ordinal item response model, with an

application for Internet ratings data.

5. Discussions

The methods of Laplace approximations, variational Bayes, and expectation prop-

agation have been well developed. Comparisons of these methods together with their

strengths and weaknesses are also available (Kuss and Rasmussen [17], Nickisch and

Rasmussen [24], among others). In contrast, the moment matching method in Section

4 still new, and there may be much room for improvement and continued development.
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For example, in addition to moment approximations, it would be interesting to ex-

tend this method to approximate the posterior distribution p(θ|D) and the the model

evidence p(D). Moreover, the current applications are for online learning, possibly

incorporate equations (10) and (11) with few terms (i.e. small m). The error can be

greater when using large m. It is worth further studying.

We summarize here by noting that no single method is going to be best on all

situations. Each method has its advantages and disadvantages. So, one may select an

appropriate technique for the problem at hand.
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機器學習中的近似貝氏推論

翁久幸
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摘 要

機器學習這門學科是關於設計演算法, 讓計算機得以透過演算法從

數據中自動分析學習資料的規律。 很多的機器學習方法根基於機率模型

以及貝氏統計的架構。 近似的貝氏推論方法中, 像馬可夫鏈蒙特卡羅這

類的隨機模擬向來廣為人知且深受歡迎。 然而, 除了隨機模擬之外, 還有

一些確定性的近似方法在許多應用中獲得相當成功。 我們在這篇文章裡

將介紹若干確定性近似方法的概念和發展。

關鍵詞: 近似貝氏推論; 機器學習。

JEL classification: C110.


